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Abstract. The Belle experiment at the KEKB asymmetric e+e� collider has provided 24.6 TB
of B physics summary data, which are analyzed by collaborators repeatedly to obtain new
physics results. Currently, such a large-scale data analysis is performed using 1,140 nodes of
a PC cluster, where time is mostly spent in �le I/O to read tens of terabytes of data from a
storage system instead of the data analysis itself.

This paper discusses how to obtain parallel scalable �le I/O performance to speed up the
large-scale data analysis using existing KEKB computing facilities. We introduce a Gfarm �le
system for this purpose, and evaluate performance of �le I/O and Belle data analysis. Using
1,112 compute nodes, 52.0 GB/sec of parallel �le read performance, which is almost the peak
disk I/O bandwidth in the total system, is achieved. A physics analysis with the Belle analysis
software achieves 24.0 GB/sec of data rate using 704 compute nodes. It provides the possibility
of deduction of the turn around of the analysis in Belle to one day or so, and the contribution
for a rapid advance in not only physics but also various �eld of sciences.

1. Introduction
Belle [1] is a B factory experiment at the KEKB asymmetric e+e� collider [2] running at the
center-of-mass energy of �(4S), started in 1999 at KEK in Japan, The Belle group consists
of around 400 collaborators from 15 countries. The key feature of this experiment is its high
luminosity. With large amount of B mesons produced at KEKB, Belle has performed various
studies including study of the CP violation, precise measurements of the CKM matrix elements
and searches for New Physics. It also plays an important role in the �eld of charm and �
physics, using large number of charm mesons and � produced in the e+e� collisions. KEKB has
achieved the world’s highest luminosity of 1:7 � 1034cm�2s�1, and Belle has accumulated more
than 650 fb�1, corresponding to more than 1 billion B mesons.

Because many physics topics are studied, the data sample is analyzed many times by many
collaborators. So far, the traditional computing model that consists of �le servers and compute
servers has been used in the Belle computing system. A few hundred compute servers read data
on tens of �le servers via a special protocol on TCP/IP at a few hundred MB/sec aggregated
data transfer speed. Now, we can read out the whole dataset typically in one week.



This paper discusses a way to drastically reduce the turn around time of the data analysis. If
it becomes possible to go through the whole dataset in 10 minutes and to see the analysis result
more frequently, we can proceed the analysis more e�ectively.

This paper is organized as follows. Section 2 introduces computing at Belle experiment.
Section 3 discusses about open source high performance �le systems. Section 4 describes a
Gfarm �le system that is a candidate of a high performance �le system available in the existing
KEKB computing facilities. Performance results are reported in Section 5. Section 6 concludes
the paper.

2. Computing at Belle experiment
Belle accumulates more than 1 fb�1 data in one good day, with a trigger rate of up to 500 Hz.
Typical event size is about 50 KB, so this corresponds to about 1:2 TB of raw data per day. The
data taken at the Belle detector are �rst stored on disk after some amount of online processing
using about 100 PC servers. Then, hierarchical storage management (HSM) system takes care
of copying these raw data to tapes. The amount of the raw data accumulated so far exceeds
0:6 PB.

The o�ine processing of the data starts a few months later when various calibration constants
of the detector get ready. The data for a certain period, which is called \experiment" and is
typically several months, is processed at one time, for which the amount of the data is usually
a few hundred TB. The output summary data, which is called \mdst", contain the physical
information of detected particles, including 4-momentum, vertex and particle ID information.
These mdst �les are prepared for several categories of events, such as hadronic events and low-
multiplicity events, that pass corresponding selection criteria. The total �le size for hadronic
events is about 30 TB.

For the analysis of various decay modes, these mdst data and additional Monte Carlo data
of 100 TB are read through many times. We often select events that pass some loose selection
criteria before performing detailed study for each physics mode. This process is called \skim".
In Belle, \index" �les which include the list of event numbers for selected events is used to keep
the result of the \skim". When we access an index �le, the physical information is referred to
in the original mdst �les.

In order to perform these processes, Belle has huge computing resources in KEK. This B
factory computing system mainly consists of 1,140 compute nodes, 80 work group servers where
users log in, 1 PB disk storage system and 3.5 PB tape storage systems. Each compute node
has 3.6-GHz Dual Xeon processors with an 1 GB memory and a 72-GB RAID-1 local disk,
connected by a gigabit Ethernet. The network bi-section bandwidth among compute nodes is
9.8 GB/sec. Around one third (370 TB) of the disk storage system is connected to a tertiary tape
storage system under the management of HSM software. The storage systems are connected to
the compute nodes by gigabit Ethernet networks. The aggregated network speed between the
storage systems and compute nodes exceeds 6 GB/sec.

3. Discussion about high performance �le system
There are several freely available open source high performance �le systems. Lustre �le system [3]
is a cluster �le system that can consist of thousands of dedicated �le servers of Object Storage
Targets (OSTs) and tens of metadata servers, which are connected to clients by high-speed
interconnects such as Elan3, Myrinet, In�niband and gigabit Ethernet. Each �le (or object) can
be placed in any OST. Lustre does not facilitate replica management; instead, it uses writeback
cache to improve write performance. Collaborative read cache is being planned to improve
read performance. Unfortunately, we cannot use the Lustre �le system because it requires
dedicated tens to hundreds of �le servers on which special Linux kernel is installed. Existing
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Figure 1. Gfarm �le system. Figure 2. File a�nity scheduling.

KEKB computing facilities do not have such extra dedicated �le servers for Lustre having high
bandwidth connectivity from thousands of compute nodes.

PVFS2 [4] is a striping parallel cluster �le system. It stripes �les across nodes to achieve high
performance �le access. It provides two methods for accessing PVFS2. The �rst is to mount it.
This lets user execute existing binaries, but introduces some performance overhead. The second
is MPI-IO. The MPI-IO interface is a standard interface for parallel I/O, but requires for users
to change their application code, which is not acceptable in our case. It also requires dedicated
tens of �le servers having high bandwidth connectivity from thousands of compute nodes.

Gfarm �le system [5] is a cluster/Grid �le system that federates existing local �le systems of
compute nodes. Since it is basically a user-level implementation, it does not require any kernel
modi�cation, which is not allowed for a production system. Each compute node of the KEKB
computing facilities are a blade server but have a 72-GB RAID-1 local disk. In this sense, there
is a possibility to introduce a Gfarm �le system to the KEKB computing facilities.

4. Gfarm �le system
Gfarm �le system is an open source software of a network shared �le system that supports
scalable I/O performance in a cluster or a grid, which is publicly available at [6]. For details
about the design and implementation, refer to [5]. This section describes an overview of the
Gfarm �le system.

It is a commodity-based distributed �le system that federates any number of storage. For
high performance �le system, it federates local �le systems of compute nodes, as depicted by
Figure 1. Files in the Gfarm �le system can be replicated and stored on any storage, which
can be accessed by any existing application regardless of the �le locations. File replicas are
maintained to be consistent by invalidate-based protocol, which are used for fault tolerance and
access concentration avoidance.

Gfarm �le system provides scalable I/O performance exploiting decentralization of disk access,
especially putting priority to the local �le system of a compute node when an application
is running on a compute node that provides the local �le system to the Gfarm �le system,
or a �le system node. File access concentration not only makes a �le server busy, but also
deteriorates disk access performance due to contention of disk head movement. Gfarm �le
system decentralizes disk access by the following two approaches. The �rst approach is how to
choose the most appropriate storage. When a client is also a �le system node, basically the local
�le system is selected when a new �le is created if there is enough free disk space. Otherwise,
near and the least busy �le system node, i.e. the least accessed node, is selected. When a �le is
accessed, the local �le system is selected if there is one of the �le replicas. Otherwise, near and
the least busy node having one of �le replicas is selected.

The second approach is how to schedule applications on the most appropriate node. This
basically schedules an application on the idlest node among nodes having �le replicas of the
speci�ed �le, which improves the opportunity to access local �les. We call this scheduling
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Figure 3. File I/O sequence when
an existing �le is accessed in Gfarm �le
system.

method as a �le a�nity scheduling. This approach is more radical than the �rst approach since
it requires batch scheduler’s help, while APIs and commands for the �le a�nity scheduling are
provided in the Gfarm software distribution.

Figure 2 shows how to achieve scalable I/O performance exploiting abovementioned two
approaches. In user’s view, jobs can access any �le in Gfarm shared �le system in a cluster or
a grid. In this case, a User A submits a Job A that accesses a File A, and a User B submits a
Job B that accesses a File B just like they are stored in a network shared �le system in a cluster
environment. Physically, Gfarm �le system consists of local �le systems of compute nodes in a
cluster. Files A and B can be replicated and stored on any compute node. The Job A would
be scheduled on a node that has one of �le replicas of the File A by �le a�nity scheduling.
When the Job A accesses the File A, it chooses to access the local copy of the File A instead
of accessing the remote copy. Note that the Job A can access any �le stored in the Gfarm �le
system regardless of the �le location if it has an access right. Similarly, the Job B would be
scheduled on a node that has one of �le replicas of the File B by �le a�nity scheduling. When
the Job B accesses the File B, it chooses to access the local copy of the File B. In this case,
both Jobs A and B accesses their own local �le system independently, which provides double
I/O performance in total. This is a key issue to achieve scalable I/O performance in a large
scale cluster or even in a grid.

Gfarm �le system consists of a metadata server, metadata cache servers and �le system
nodes. A metadata server manages �le system metadata including a hierarchical namespace,
�le attribute, and replica catalog. The current implementation can choose either PostgreSQL
or OpenLDAP for the metadata server. Metadata cache servers cache �le system metadata to
reduce a metadata access overhead. File system nodes provide local storage for a Gfarm �le
system, on which an I/O daemon gfsd is running for �le access from clients. A Gfarm client
library provides basic �le system operations; open, read, write, close and so on, interacting with
the metadata server and �le system nodes.

Figure 3 shows an example of �le I/O sequence when an existing �le is accessed. When a �le
is opened, Gfarm client library asks �le replica locations of the speci�ed �le to the metadata
server. In this example, the metadata server replies hostnames FSN1 and FSN2 where the �le
replicas are stored. Gfarm client library selects the most appropriate �le replica depending on
the �le location and the CPU load of the �le system node. Then, the client library accesses the
�le via gfsd. Note that there is no metadata access during accessing the �le. If the �le is stored
in a local �le system, the client library accesses the �le directly by obtaining the �le descriptor
from gfsd by a descriptor passing, which eliminates any overhead to access the local �le. When
it is closed, the client library updates the �le system metadata if needed. Thus, the metadata
access occurs only at open and close time.

When the number of clients increases, the metadata access would be a bottleneck since it
is centralized. To decentralize the metadata access, we introduced metadata cache servers.
It caches a part of �le system metadata to reduce access to the metadata server. It would
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Figure 4. Disk Usage of each local disk
federated by Gfarm �le system.
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Figure 5. Read I/O performance.

improve metadata read access performance. The consistency among cached metadata in multiple
metadata cache servers and the metadata in the master metadata server is strongly maintained
by comparing with the modi�cation date of the parent directory in the master metadata server.

Linux clients can mount the Gfarm �le system using a FUSE, �lesystem in userspace [7].
Solaris, NetBSD, FreeBSD, and Linux clients can access Gfarm �le system using libgfs hook.so
syscall-hooking library which emulates to mount it at /gfarm.

5. Performance Evaluation
We have con�gured a Gfarm �le system using local storage of 1,112 compute nodes, together
with a metadata server, and three metadata cache servers, in order to provide a distributed
shared �le system that is mounted by every compute node. A total of 24.6 TB of the mdst data
taken by the KEKB accelerator for six years are copied to the Gfarm �le system. Figure 4 shows
disk usage of each local disk federated by the Gfarm �le system. The data consists of 19,496
�les, where one �le corresponds to one experimental run. The �le size varies from 100 MB to
23 GB, depending on the length and luminosity of the run. When copying these �les to the
Gfarm �le system, �les are automatically distributed among compute nodes. Even though �les
are distributed among compute nodes, all �les can be accessed transparently regardless of the
location.

The capacity and peak I/O bandwidth of the Gfarm �le system would scale with respect
to the number of compute nodes that provide a local storage if there is no metadata access
bottleneck. The total capacity is 26 TB since each node has 24 GB of available disk space.
Total theoretical peak I/O bandwidth is 52 GB/sec assuming each node provides 48 MB/sec of
disk I/O bandwidth. This means the 24.6-TB reconstructed data can be read within 10 minutes
if the peak I/O bandwidth is sustained.

In order to test the scalability, we �rst measure the disk I/O bandwidth in parallel read by
changing the number of clients from one client to 1,112 clients. Each client reads roughly 23
GB of distinct part of the reconstructed data by thput-gfpio benchmark program included in
the Gfarm source distribution. It measures the elapsed time to read the speci�ed �les. In this
measurement, we specify �les in the Gfarm �le system that are stored in their own local disk on
each node.

Figure 5 shows the result of measured disk I/O bandwidth of the parallel read. It perfectly
scales up to 1,112 clients. Using 1,112 clients, the disk I/O bandwidth is 52.0 GB/sec. In average,
each client achieves 47.9 MB/sec of disk I/O bandwidth. This means all the reconstruct data is
read within 10 minutes. The reason why this disk I/O bandwidth is obtained is that each client
physically accesses their own local disk and the metadata access overhead is not a bottleneck
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Figure 7. Breakdown of the skimming time
at each compute node when using 704 nodes.
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rather negligible.
Our next measurement is for the real application to access the Gfarm �le system by the Belle

analysis software. We have run a code to skim events that include high energy photon from
hadronic events. This skim code is used in the study of radiative B decays such as a search
for the direct CP asymmetry in b ! s
. The output of this program is rather small, because
it saves only index �les (event list). In this measurement, we specify events in the Gfarm �le
system that are stored in their own local disk on each node.

Figure 6 shows the result of measured data rate of this program. Almost scalable data rate
is observed up to 700 nodes. Using 704 nodes, 24.0 GB/sec of data rate is observed. Average
data rate is 34 MB/sec/node. One reason that the disk rate is not stable compared with the
previous read benchmark is that the system could not be occupied for this benchmark. Other
users also executed analysis applications during the measurements. Since the skim process needs
some computation and memory copy operations besides reading the data, activity of other users
a�ected the data rate. This also prevented from measuring the data rate beyond 700 nodes.

Figure 7 shows the breakdown of the skimming time at each compute node when using 704
nodes. The skimming programs �nish in 300 seconds in the �rst 80 nodes, because only small
amount of data is stored. For other nodes, it takes from 600 to 1100 seconds for skimming,
where we see two bands of distributions. Further investigation is necessary to understand this
result.

6. Conclusion
We have constructed a Gfarm �le system using 1,112 compute nodes, a metadata server, and
three metadata cache servers. Theoretically, overall I/O bandwidth to the �le system would
be 52 GB/sec when the I/O bandwidth scales up until 1,112 compute nodes. The overall I/O
bandwidth is calculated based on the peak I/O bandwidth of a local �le system of each compute
node. As described in the previous section, we have measured 52.0 GB/sec of disk I/O bandwidth
using 1,112 clients. We have achieved not only the scalability up to 1,112 clients but also almost
100% of e�ciency with respect to the peak disk I/O bandwidth. Keys for the scalability are
(1) reducing the overhead of metadata access, and (2) decentralization of disk access for �les.
Key for the e�ciency is (3) exploiting local disk access. Regarding (1), we introduce three
metadata cache servers, one for 400 clients, to decentralize the metadata access. This helps to
reduce access concentration to the metadata server. Regarding (2) and (3), we introduce �le
a�nity scheduling for applications, and a scheduling policy putting priority to the local disk.
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Decentralization of disk access is quite important to achieve scalable performance when using
many clients. Disk access concentration not only makes a �le server busy, but also deteriorates
the disk I/O performance very much due to contention of disk head movement. Exploiting
local disk access makes it possible to utilize 52.0 GB/sec of total disk I/O bandwidth in the
system, which is almost the peak disk I/O bandwidth. It is far beyond the limit of 9.8 GB/sec of
network bi-section bandwidth among compute nodes. Traditional shared �le system approach,
which separates a high-speed �le server and compute nodes, cannot achieve such bandwidth.

Unique feature of this approach is that all the hardware is commodity. Special hardware
such as storage area network and dedicated �le servers, and special software like a speci�c
operating system and a speci�c �le system, is not required to achieve the scalable I/O bandwidth.
This not only dramatically reduces the cost of hardware but also makes it easy to set up the
challenging environment using the existing hardware, operating system, and �le system without
any additional hardware.

The measurement showed the possibility to reduce the disk I/O time from 3 weeks to 10
minutes. Around 3,000 times of speedup is obtained for disk I/O time. The skim process with
the Belle analysis software achieved 24.0 GB/sec of data rate using 704 nodes. It proves the
possibility of deduction of the turn around of the analysis in Belle to one day or so from one
month, and the contribution for a rapid advance in not only physics but also various �eld of
sciences.
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